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Overview - What is JRunit

JRunit is a project to aid in adding benchmarking to JUnit based test cases as well as providing a framework exten-
sion to JUnit to alow for distributed client/server based tests. It isimportant to note that JRunit is not a replacement
for the popular test framework JUnit, but an extention to it allowing for more enterprise focused features.

With regards to client/server based testing, there are certain limitations of JUnit that make it impractical to use out
of the box. The biggest limitation is that it was designed to have all tests run within a single process within asingle
class. It is also designed with the constraint that all tests are atomic and independent of any other code outside the
test being run and that the lifecycle for these tests are independent for each test. Thisis al great for testing low
level units of code, but not for client/server scenario tests.

Due to the specific nature of client/server code, there are some extra requirements for testing. The first is that the li-
fecycle, or state, of the client and server tests can be managed. This is important because will need to make sure
that the server is created and initialized before any clients begin their tests which will call on the server and that the
server does not shutdown before all the clients have finished their tests. Also need the ability to consolidate the res-
ults from all the client and server tests into a single result format. Finally, need to be able to have al this driven
from asingle point so can be included within an automated test run from a build.

JRunit addresses these issues by allowing multiple test cases, client and server, to be run simultaneously in differ-
ent processes, but controlled through a central driver. This driver controls the complete lifecycle of al the test
cases. Each of the test cases spawned by the driver are run within a harness that is responsible for reporting all the
results back to the driver. This driver isitself a TestCase?, so can be run directly from an IDE or ant build as a JU-
nit test case.

JRunit also alows the addition of benchmark hooks into test code. These benchmark hooks will alow the JRunit
framework to collect statistics on how long it takes to execute different sections of code. These statistics can be
captured to a number of persistent stores and viewed as immediate results or captured over time to view how per-
formance isimpacted over time due to code changes.
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How JRunit works

Client/Server tests

The first issue to tackle is the lifecycle of the server tests, since it will need to break from the default behavior of
JUnit’ s lifecycle management.

To start, need a way to tell the server to start up and initialize. This should be done using set Up() method. Once
this method returns, it is assumed that the server is ready to receive calls. Next, need away to tell the server that it
can shutdown and clean up. This should be done using the t ear Down() method. This method will only be called in
the case that al clients are finished making their callsto the server.

This behavior is al provided by having the server test case class extend or g. j boss. j runi t. Server Test Case in-
stead of junit.framework. Test Case. The Server Test Case actually extends the Test Case class itself, but over-
rides afew it's methods to get the desired behavior.

The server implementation may also have atest method, which will be called just after the set Up(), asin the case
of regular JUnit test runs. This test method can contain asserts and are suggested to be used for validation of server
data and metrics.

A few important points... there can be only ONE test method within a server test case. This is because JUnit cre-
ates a new instance of the test class for each test method run. Therefore, if had multiple tests, would be multiple in-
stances of the server test case created. To change this would require a sizable change to the JUnit code, so please
just use one test method (or contribute the required change #).

Another important point is that the t ear Down() method may be called even while atest method isbeing run. Thisis
intentional and allows for the test method to loop until the t ear Down() method is called. So a possible example of
where this could be used is:

public void testServerMetrics()

{
whi | e(! st op)

/1 collect data here

}
}

protected void tear Down()

{
stop = true;
/1l so will cause testServerMetrics() to break out of |oop
/1 do shutdown and cl ean up code.

}
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How JRunit works

For the client test case, there is no requirement for jrunit other than they extend the j uni t. f r amewor k. Test Case
class and conform to normal constraints of a JUnit test case.

Lastly, thereistheorg. jboss.jrunit. Test Dri ver class, which represents the driver for the client and server tests.
This class will spawn new test harnesses that the client and server tests cases will run within. The test driver will
then communicate to the test harnesses using a JGroups message bus to control the test lifecycle for the server test
case and all the client tests cases as well as obtaining the results from those test runs.

Thelogical order of atest run as controlled by the test runner is:

1. Spawn anew test harness process for each client and server test case.
2. Wait for confirmation that all test harnesses have been created and their message bus has been started.

3. Once confirmation has been received, wait for server test case to start up (i.e. call the setUp() method on the
server test case). Otherwise, if confirmation not received, kill all the processes and return error to JUnit.

4. Once the confirmation of the server startup has been received, tell all the test cases to run (client and server).
Otherwise, if confirmation not received, send abort message to all the test harnesses.

5.  Wait for results from al the client test cases.

6. Onceall the client test results are received, tell the server to tear down (i.e. call the tearDown() method on the
server test case). Otherwise, if results not received, kill al the processes and return error to JUnit.

7. Wait for server test results (if server test case had atest method).

8. Process al results by adding them to root JUnit TestResult?, which will be reported via normal JUnit report-
ing.

9. Wait for server torn down message, indicating it has successfully cleaned up.

10. Shutdown message bus and end root test run, returning JUnit execution thread.

The only user coding required for the test driver is to implement a class that extends the
org.jboss.jrunit. TestDriver abstract class and implement the decl areTest d asses() method. Within this method,
call the Test Dri ver’s addTest d asses() method and specify the client test case class, the number of clients to
spawn, and the server test case class.

Benchmark Decorators

JRunit can also utilize the benchmark decorators to provide benchmark results as well as regular JUnit test results.

org.jboss.jrunit.decorators. ThreadLocal Decorator (and al the other decorators that accept number of
threads and loops) - for each thread specified in the number of threads, there will be a new instance of the test cre-
ated. For the number of loops specified, the test methods will be called on each test instance. So for example, if
specify 3 threads and 10 loops, there will be three instances of the test class created and each instance will have
their test methods called 10 times by each of their respective threads. An example class that demonstrates this
would be:

public class SinpleThreadLoopCounter extends Test Case
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How JRunit works

private static int staticCounter = 0;
private static int staticMethodCounter = O;
private int |ocal Counter = O;

public static Test suite()

{
}

publ i ¢ Si npl eThr eadLoopCount er ()
{

}

public void testCounter() throws Exception
{

return new ThreadLocal Decor at or ( Si npl eThr eadLoopCount er. cl ass, 3, 10, 0, true, true);

st ati cCount er ++;

Systemout.println("stati cCounter = " + staticCounter);
Systemout. println("staticMethodcounter = " + ++staticMethodCounter);
Systemout. println("local Counter = " + ++l ocal Counter);
}
}

When thisis run, the last entry will be:

staticCounter = 3 staticMethodcounter = 30 | ocal Counter = 10

Another issue is the way junit treats test classes with multiple test methods. For each test method that junit runs
within a test class, it will create a new test instance to run that test method. To illustrate this, if copied the test-
Counter() method from the example above (calling it t est Counter 2() for example), the last lines printed for the
test run would be:

staticCounter = 6 stati cMethodcounter = 60 | ocal Counter = 10

Issues with jrunit and decorators: The Ser ver Test Har ness Will not work if the nunber O Thr eads is more than 1. |
don't see this as being that big of a problem from the point of view that the nunber O Thr eads is to simulate mul-
tiple clients running at the same time. If want to do this using the Ser ver Test Har ness, can actually spawn multiple
clients through it. Eventhough they won't be running concurrently with the same processes, they will be running
concurrently with seperate processes. Having the ability to use the loop parameter is needed though so can keep the
clients calling on the server for an extended period of time (or iterations). Therefore, if running remote tests and
want to use the Thr eadLocal Decor at or for benchmark data, use the following Thr eadLocal Decor at or constructor,
which will default the number of threads to one:

public ThreadLocal Decorator (Cl ass testC azz, int |oops)
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Samples

This covers the samples include within the JRunit project. The main focus of the samples covered here are related
to client/server tests. All the samples illustrate the different features of microbenchmark and jrunit using the same
base client and server base code which uses a socket to send a String to the server from the client, which is then re-
turned a static String from the server. All the samples can be compiled and run within an IDE, but some can be run
viathe ant build script included in the root directory of jrunit. The reason that only some are included within the ant
script is that they can be completely automated (which will be covered below). Also note that each section title for
the samples below corresponds to the org.jboss.jrunit.sample package that they can be found under.

basic

The first sample for client/server testing is in the org. j boss.jrunit.sanpl e. basi ¢ package, which contains
Si npl eser ver Test and si npl eserver Test . T hese are the tests that we will build on for the rest of the test cases that
demonstrate the different features. The Si npl ed i ent Test is a basic JUnit test case with two test methods, t est -
dientCall () andtestFailure().

public class SinpledientTest extends TestCase
{
private String address = "l ocal host";
private int port = 6700;
private Socket socket = null;
private Object Qut put Stream oos;
private Qbject!nput Stream obj | nput St ream

public void testCientCall () throws Exception

{
get Socket () ;
oos.WwiteObject("This is the request from" + Thread. current Thread().get Nane());
oos.reset();
00s. Wi t eObj ect (Bool ean. TRUE) ;
oos. flush();
oos.reset();
Cbj ect obj = obj I nput Stream readObj ect () ;
obj | nput St ream readQbj ect () ;
assert Equal s("This is response.", obj);
}

public void testFailure()

fail ("This is a check to nake sure failures reported.");

}
private voi d get Socket () throws | OException
{

i f(socket == null)

{
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Samples

try
socket = new Socket (address, port);

Buf f er edQut put St ream out = new Buf f er edQut put St r ean( socket . get Qut put Strean()) ;
Buf f er edl nput Stream i n = new Buf f er edl nput St r ean( socket . get | nput Strean()) ;

00s = new bj ect Qut put St ream(out) ;
obj | nput St ream = new Cbj ect | nput Strean(in);

catch(1 CException e)

{
e.printStackTrace();
}
}
el se
{
oos.reset();
00s.WwiteByte(1);
oos. flush();
oos.reset();
obj I nput Stream readByte();
}

Thetestdientcall () method will open a socket to the server, send a String and receive a String in return and
check that the returned String is the value it expected (using an JUnit assert). Thet est Fai | ure() method will just
fail a JUnit assertion.

The si npl eserver Test IS abasic JUnit test case that sets up a socket server within it'sset Up() method (on a separate
thread) which will accept requests from clients and respond with a static String. The Si npl eSer ver Test aso hasa
test method, called t est Request Count (), which will simply print out the number of request its taken every 3
seconds.

public class SinpleServerTest extends Test Case // Server Test Case

{

private int serverBindPort = 6700;

private int backlog = 200;

private Server Socket server Socket;

private | net Address bi ndAddress;

private String serverBi ndAddress = "l ocal host";
private int timeout = 5000; // 5 seconds.

private bool ean continueToRun = true; // flag to keep the server |istening
private int requestCounter = O;

protected void setUp() throws Exception
{
System out. println("Sinpl eServerTest::setUp() called.");
bi ndAddr ess = | net Addr ess. get ByNane( ser ver Bi ndAddr ess) ;
server Socket = new Server Socket (serverBi ndPort, backl og, bi ndAddress);

/1 this was done inline since TestCase already has a void paraneter run() nethod
/1 so could not create a run() nethod for the Runnabl e inplenentation.
new Thread()
{ public void run()
{
try
{

}

start Server();
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cat ch(Exception e)

{
e. printStackTrace();
}
}
}.start();
}
public void testRequest Count ()
{
whi | e(cont i nueToRun)
{
try
{
Thr ead. current Thread() . sl eep(3000);
}
catch( I nterrupt edExcepti on e)
{
e.printStackTrace();
}
System out. println("Requests taken: " + requestCounter);
}
assert Equal s(30, requestCounter);
}
protected void tearDown() throws Exception
{
conti nueToRun = fal se;
Systemout. println("Teari ng down. Processed " + requestCounter + " requests");
i f(serverSocket != null && !serverSocket.isC osed())
{
server Socket . cl ose();
server Socket = nul | ;
}
}
private void startServer()
{
whi | e( conti nueToRun)
{
try
{

Socket socket = server Socket.accept();
socket . set SoTi meout (ti neout);

Buf f er edQut put St r eam bos = new Buf f er edQut put St r ean( socket . get Qut put Stream()) ;
Buf f er edl nput Stream bi s = new Buff eredl nput St r eam( socket . get | nput Stream());

Ohj ect Qut put St ream oos = new Obj ect Qut put St r ean( bos) ;
oos. flush();
Ooj ect | nput St ream obj | nput St ream = new Cbj ect | nput St rean( bi s) ;

processRequest (obj | nput Stream o00s);

whi | e(cont i nueToRun)

{
acknowl edge(obj I nput Stream 00s);
pr ocessRequest (obj | nput St ream 00s);
}
}
cat ch(1 CException e)
{
System out. println("Done processing on client socket.");
}
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cat ch(Cl assNot FoundExcepti on e)

{
}

This introduces one of the problems with JUnit testing from a client/server standpoint. The client test needs the
server to be available to accept requests for the duration of all it's tests. The server, sinceit follows the conventional
JUnit model, wants to set up, test, and then tear down. When the server and then the client tests are run, the t est -
CientCall () method of Sinpl ed i ent Test will pass. However, the t est Request Count () Will never end and the
t ear Down() method will never be called.

To stop the Si npl eServer Test from running, the process will have to be killed. If the code is changed so the
t est Request Count () method of Sinpl eServer Test does not loop, it is very possible that the test run of the
Si npl eSer ver Test would be finished before the si npl ed i ent Test would have a chance to call onit, thus causing
thetestdientcall () tofail.

decorated

Although this sample does not use the jrunit features directly, it does show the power of using the benchmark dec-
orator. This sample uses adlight variation of the basic Si npl ed i ent Test and Si npl eSer ver Test .

public static Test suite()

{
return new ThreadLocal Decorator(Si npl eClientTest.class, 3, 10, 0, true);
}
public void testCientCall () throws Exception
{

/1 start benchnmark tracking
Thr eadLocal Benchmar k. openBench("ClientCall");
Thr eadLocal Benchnmar k. openBench( " Get Socket ") ;

get Socket () ;

Thr eadLocal Benchnar k. cl oseBench( " Get Socket ") ;

/**

* Uncomment this to see that is the sanme object, thread, and socket for each | oop,

* but will be different for each thread as specified to the test decorator. This

* is based on the val ues passed to JunitThreadDecorator (or one of it's subcl asses)

* for the nunber Of Threads and | oop paraneter val ues.

*/

/1 Systemout. println(hashCode() + " - " + Thread. current Thread().getNanme() + " - " + socket. hashCoc

00s.WwiteObject("This is the request from" + Thread. current Thread().get Nane());
oos.reset();

00s. Wi t eObj ect (Bool ean. TRUE) ;

oos. flush();

0os.reset();

Cbj ect obj = obj I nput Stream readObj ect ();
obj | nput St ream readQbj ect () ;

assert Equal s("This is response.", obj);

Thr eadLocal Benchmar k. cl oseBench("CientCall");
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Samples

The si npl ed i ent Test was modified to declare asui t e() method. This method will return a new instance of the
org.jboss.jrunit.decorators. ThreadLocal Decorator class. In this particular case, the parameters specify that
the decorator should run the test case or g. j boss. j runi t. sanpl e. decor at ed. Si npl ed i ent Test, USiNg 3 separate
threads, each looping 10 times, with no delay (see ThreadL ocal Decorator section for more information on configur-
ing the ThreadL ocal Decorator).

This means that when the Si npl ed i ent Test is run, there will be three instances created that run all the tests 10
times each. Thetestdient Cal | () method of the Si npl ed i ent Test class also has some lines added to mark the
starting and ending of named benchmarks. In particular, the dient Cal | and the Got Socket benchmark will be
started at the beginning of the method.

The Got Socket benchmark will be stopped after making the call the get Socket () method and the d i ent Cal |
benchmark will be closed at the end of the method. At this point the Si npl eSer ver Test has not modified. There-
fore, based on the code, it will accept only one client socket connection at a time and process the requests for this
connection. After that connection is closed, it will move onto the next connection.

To run this sample, start the org.jboss.jrunit.sanpl e. basic. decorat ed. Si npl eServer Test and then the
org.jboss.jrunit.sanple.decorated. Si npl el i ent Test . After the client has finished, stop the server and at the
bottom of the client console, should see something similar to:

SubBenchmar ks: Benchmark: i ent Cal | Executions: 30 Tine: 15311 SubBenchmar ks: Benchmar k: Get Socket Executions: 30 Tinme: 15191

This indicates how long it took for the three threads to run ten iterations of thetestdientCal 1 () and get Sock-
et () methods. Now, uncomment the for loop in the set Up() method of the Si npl eServer Test class. This will
make it so there are three threads available to accept incoming client socket request (please do not send me any
complaints about how thisis NOT how servers should be coded... it for demonstration purposes, relax :) ). Compile
and re-run. Y ou results should now look something like:

SubBenchmar ks: Benchmark: i ent Cal | Executions: 30 Tinme: 130 SubBenchmarks: Benchnar k: Get Socket Executions: 30 Tinme: 30

These resultsindicate that just by changing the server to be multi threaded so that it could accept and process all the
client requests concurrently the client calls executed over 100 times faster.

clientserver

The next example, which is under org. j boss. jrunit.sanpl e. clientserver package addresses how jrunit helps
to solve these issues when running a client/server test within a JUnit construct. The only change required to the ori-
ginal test classes is that the Sinpl eServer Test extends org.jboss.jrunit. Server Test Case instead of ju-
nit. framewor k. Test Case, Which will alow the behavior change needed within the server test run (see the section
on ServerTestCase for more details on how this class changes the test run behavior).

public class SinpleServerTest extends ServerTestCase // NOTE: Not TestCase, but ServerTest Case
{

Also changed the test to use log4j instead of System.out.println for logging since output will not be to console,
more on why this isin a minute. The other class within the or g. j boss. j runi t. sanpl e. cli ent server packageis
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the sanpl edientServerTest. This class extends the org.jboss.jrunit.harness. TestDriver class which
provides the harness for running the client and server in different processes.

public class Sanpl ed i ent Server Test extends TestDriver

{
public void decl areTest d asses()
{
addTest Cl asses("org.jboss.jrunit.sanple.basic.SinpledientTest",
1,
"org.jboss.jrunit.sanple.clientserver. Sinpl eServer Test");
}
protected Level get TestHarnessLoglLevel ()
{
return Level . DEBUG
}
}

The main method of note isthe decl ar eTest d asses(), which must be implemented as is an abstract method with-
in Test Dri ver. This method then calls the addTest O asses() method from the Test Dri ver . The parameters to the
addTest d asses() method, in order, are the client test class to run, the number of clients processes to spawn, and
the server test «class to run. Notice that the client specified is the origina
org.jboss.jrunit.sanple.basic.SinpledientTest class and the new
org.jboss.jrunit.sanple.clientserver.Sinpl eServer Test , which extends Ser ver Test Case.

There is also the get Test Har nessLogLevel () method, which tells the driver what the log level should be set to for
the test harness code, for debugging purposes. To run this sample, go to the root directory and run the ant target
run- Sanpl ed i ent Ser ver Test . The console output should be similar to:

run- Sanpl eC i ent Server Test :

[junit] Running org.jboss.jrunit.sanple.clientserver. Sanpl eCl i ent Server Test

[junit] Tests run: 1, Failures: 2, Errors: 0, Tine elapsed: 10.045 sec

[junit] Test org.jboss.jrunit.sanple.clientserver.Sanpl ed ientServerTest FAILED

[junitreport] Transformtinme: 471ns
This ant task will also create an html report under the out put/test-report/ directory. Reviewing the results
should indicate that there were two failures. The first being the failure from the t est Fai | ure() method of the
org.jboss.jrunit.sanple.basic.SinpledientTest class and the other being from the t est Request Count ()
method of the org.jboss.jrunit.sanple.clientserver.Sinpl eServer Test (because only received one client

call instead of 30).

multipleclientserver

This next sample is basically the as the previous sample except will run three client processes to call on the server
instead just the one. The only new class for this example is the
org.jboss.jrunit.sanple.nmultipleclientserver.Sanpl eMultipledientServerTest.

public class Sanpl eMiultipledientServerTest extends TestDriver

{
public void decl areTest Cl asses()
{
addTest Cl asses("org.jboss.jrunit.sanple.basic.SinpledientTest",
3,
"org.jboss.jrunit.sanple.clientserver. Sinpl eServer Test");
}
}
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The only difference in this class and the Sanpl ed i ent Server Test from before is that change the second parameter
to addTest O assses() method from 1 to 3. To run this sample, go to the root directory and run the ant target r un-
Sanpl eMul ti pl ed i ent Server Test . The console output should be similar to:

run- Sanpl eMul ti pl eCl i ent Server Test :

[junit] Running org.jboss.jrunit.sanple.nultipleclientserver.SanpleMiltipledientServerTest
[junit] Tests run: 1, Failures: 4, Errors: 0, Tine elapsed: 11.577 sec

[junit] Test org.jboss.jrunit.sanple.multipleclientserver.SanpleMiltipledientServerTest
FAILED [junitreport] Transformtime: 511ns

This ant task will also create an html report under the out put/test-report/ directory. Reviewing the results
should indicate that there were now four failures. The first three being the failure from the t est Fai | ure() method
of the org.jboss.jrunit.sanple. basic.SinpledientTest class and the fourth being from the t est Request -
Count () method of the org. j boss.jrunit.sanple.clientserver. SinpleServer Test (because only received one
client call instead of 30). This also means that each of the three Si npl ed i ent Test 'Stest d i ent Cal | () method
executed successfully.

clientonly

It is also possible to just use the jrunit framework for running the client side only in the case where a server is
aready running. The way to accomplish this, as shown in
org.jboss.jrunit.sanple.clientonly. Sanpl edient Onl yTest iSto change the last parameter to the addTest -
d asses() methodto benul | .

public class Sanpl edient Onl yTest extends TestDriver

{
public void decl areTest Cl asses()
{
addTest O asses("org.j boss.jrunit.sanple. basic.SinpledientTest",
3,
nul I');
}
}
To test this, run the org. jboss.jrunit.sanple.basic.Sinpl eServer Test, then the

org.jboss.jrunit.sanple.clientonly. Sanpl edient Onl yTest. Remember that the SinpleServerTest will
have to be shutdown manually in this case. The results should be the same as the previous example, except without
the failure from the Si npl eSer ver Test .

decoratedclientserver

This sample is exactly like the previous client/server examples from before, except the client is
org.jboss.jrunit.sanple.decoratedclientserver.Si npl eDecor at edd i ent Test . This class has the same code
asthe si npl ed i ent Test in the previous examples, but has added code for obtaining benchmark results in addition
to the basic JUnit test results.

public static Test suite()

{
}

return new ThreadLocal Decor at or ( Si npl eDecor at edd i ent Test . cl ass, 10);
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public void testdientCall () throws Exception

{

/] start benchmark tracking

Thr eadLocal Benchmar k. openBench("ClientCall");

Thr eadLocal Benchmar k. openBench( " Get Socket ") ;

get Socket () ;

Thr eadLocal Benchmar k. cl oseBench(" Get Socket ") ;

/**
* Uncomment this to see that is the sane object, thread, and socket for each | oop,
* put will be different for each thread as specified to the test decorator. This
* is based on the val ues passed to JunitThreadDecorator (or one of it's subclasses)
* for the nunber Of Threads and | oop paraneter val ues.
“f

/1 System out. println(hashCode() + " - " + Thread.currentThread().getNane() + " - " + socket. hashCoc

0oos.WwiteObject("This is the request from" + Thread. current Thread().get Nane());

oos.reset();

00s. Wi t eObj ect (Bool ean. TRUE) ;

oos. flush();

oos.reset();

Cbj ect obj = obj I nput Stream readObj ect () ;

obj | nput Stream r eadObj ect () ;

assert Equal s("This is response.", obj);

Thr eadLocal Benchmar k. cl oseBench("ClientCall");

}

The main differencesin code is anew sui t e() method has been added which creates a new Thr eadLocal Decor at -

or, specifing that client should loop running it's test 10 times. There are aso lines within the test i ent Cal | ()

which specify when particular benchmark metrics, via static calls to Thr eadLocal Benchmar k, should be started and
stopped. For more details on Threadl ocalBenchmark, please refer to the section on ThreadlL ocalBenchmark. The
Sanpl eDecor at edd i ent Ser ver Test class extends Benchmar kTest Dri ver instead of Test Dri ver. This sets up the
root test driver so that it will listen and report the remote benchmark results to the console and to a local file based
on the test's class name (i.e. SampleDecoratedClientServerTest_benchmark.txt).
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Configuration

The TestDriver provides many methods that can be overridden to change the default configuration. These are as
follows:

/**
* How long to wait for test results to be returned fromthe client(s). If goes |onger than the
* gspecified limt, will throw an exception and kill the running test cases. Default value is * RESULTS
* @eturn
*/
protected | ong get Resul t sTi neout ()
{
return RESULTS TI MEQUT;
}
/**

* How |l ong for the server test case to wait for tear down nessage. |f exceeds tinmeout,
* will throw exception. The default value is TEARDOAN_TI MEQUT.

* @eturn

*/

protected | ong get Tear DownTi neout ()

{
}

/**

* How long to all ow each of the test cases to run their tests. If exceeds this tineout
* will throw exception and kill tests. The default value is RUN_TEST_TI MEQUT.

return TEARDOAN_TI MEOUT;

* @eturn
*/
protected | ong get RunTest Ti neout ()
{
return RUN_TEST_TI MEOUT;
}
/**
* Returns the classpath to be added to the classpath used to start the client tests.
* Default return is null, which means no extra classpath will be added.
* @eturn
*/
protected String get Ext endedC i ent d asspat h()
{
return null;
}
/**

* Returns the classpath to be added to the classpath used to start the client tests.
* Default return is null, which neans no extra classpath will be added.

* @eturn

=

protected String get Ext endedServerd asspat h()

{

}

return null;
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Configuration

/**

* Returns the VM argunents to be passed to the vm when creating the client test cases (actually their
* The default value is null.

* @eturn
*/
protected String getd ientJVMArgunment s()
{
return null;
}
/**

* Returns the VM arguments to be passed to the vmwhen creating the server test cases (actually their
* The default value is null.

* @eturn

*/

protected String getServerJVMAr gunent s()

{

return null;

}

Gotchas

If see something weird like:

junit.framework. AssertionFail edError: Method "Yourcl ass. cl ass" not found

check to make sure you do not have a constructor in your test class that looks like:

public Yourclass(String nanme) { super(NAME); // where NAME = "Yourcl ass. cl ass" }
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